bof168: The Open Community Runtime (OCR) Framework for Exascale Systems
Session Leaders: Vivek Sarkar, Rob Knauerhase, Rich Lethin
Summary report:

This BOF was well attended, and achieved our goal to engage community members
around the development and use of open-source runtime components the Open
Community Runtime (OCR) framework. We heeded the review feedback to ensure
that there was sufficient time and opportunity for audience interaction, and put
together an agenda that consisted of short prepared presentations, as well as two
interactive sessions, as shown below:

Short presentations
* OCR Introduction & Motivation - Vivek Sarkar, Rice U.
* Lightning Talks
* An application programmer's experience with OCR and LULESH, Roger Golliver,
UluC
* OCR as a target for Automatic Parallelization, Benoit Meister, Reservoir Labs
* OCR "State of the Union" -- Rob Knauerhase, Intel

Interactive sessions
* Live demo of OCR
* Q&A and Next Steps

The interactive sessions led to a lively discussion of whether the OCR framework
should interoperate with existing standards like OpenMP and MP], or should be
incorporated within them, or should replace them. However, in all three scenarios,
there was general agreement that an open source initiative like OCR will be very
valuable, which was very encouraging for all the OCR team members.

We believe that an OCR BOF or tutorial will be very valuable for SC14 because it will
give the community an opportunity to see the progress made since this year. One
suggestion that we plan to implement in the future is to ask all BOF attendees to
come to the BOF prepared with a laptop, tablet or smartphone connected to the
Web, so that we can use a web site to conduct on-line surveys in real time to further
increase the level of audience participation.

If additional information is needed, please send email to the primary leader for the
BOF, Vivek Sarkar (vsarkar@rice.edu).



